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Modern monitoring & security

See inside any stack, any app, at any scale, anywhere.
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One platform across your stack

Data Observability builds on the same platform

© T H 6

Infrastructure Applications Logs Security
Hosts, containers, Traces that follow Search and analyze Threats and
clusters and cloud every request logs alongside misconfigurations,

services in real across your every other signal. in the same

time. services. context.
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Datadog today

33,200

customers

30%

of revenue invested in R&D
on a non-GAAP basis*

*Represents Mar-26 trailing-twelve-month non-GAAP R&D expense as a percent of revenue. Mar-26 trailing-

twelve-month GAAP R&D expense was $1,643M and GAAP R&D expense as a percent of revenue was 45%. Mar-
26 trailing-twelve-month non-GAAP R&D expense may be reconciled to GAAP R&D expense, by deducting stock-

based compensation expense of $487M and employer payroll taxes on employee stock transactions of $42M
from GAAP R&D expense.
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Poll

What's your biggest concern with maintaining reliable
data?

a) Increasing costs

b) Finding bad data once it’s too late

c) Taking too long to find root causes

d) Mapping complex pipelines and dependencies
e) Other
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Al is changing the
demands on data

‘ SQL, Dashboards & Reporting ‘ ) ‘ Agents & LLMs ‘




Al is running directly on your data

89%

of organizations deploy Al
directly on their data
warehouse
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#1 Blocker = Data Quality



How bad data shows up

Trust erodes before you can fix it

b
E

A broken dashboard A customer complaint
Numbers go stale or wrong, Customers notice the
and decisions get made on problem before your team

them anyway. does.

=

\—

N
An Al model’s wrong
answers

Models quietly produce
wrong answers, with full
confidence.
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Challenges with maintaining reliable data pipelines

olf %

Data teams are the Existing tools make Teams forced

last to know when it hard to into trade offs

something breaks understand impact between cost &
or find root causes performance
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POLL

How does your team usually find out about a data
issue?

a) A stakeholder reports it
b) Manual spot checks
c) Tests in the pipeline

d) Automated monitoring and alerts
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Datadog Data Observability

Detect, resolve and optimize, all in one place



Data
Observability

ﬁa Data Observabili(y Overview Monitors Datasets Jobs Queries Lineage Schema Changes C/Cco O Se

Sr:r:xm Anyasset ¥ raw_orders X 1w Past 1 Week b v «l

T Show Comtrols

Detect Data Quality and
° . — Business KPIs
Pipeline Issues Early : |

SybOTOLL us-eant- Datadog $emo. « Metaphane Datadog demo « metaplan
= 29 Upstreaen issue S 39 Upstresen nsue =
., raw_orders [anvcHon I - i S9 Upstreae
< ieanddenis — X stgo. — . prod . " . BusinessKPIs > Business KPls
Oatabase » 4 Schesr a »0 T koo s 1 E sde
114.65k rows N\
\

Pinpoint Root Causes With e L i

metaplane « metaplane.ch

: ; ',v‘ 7 =4 Upstream a3
End-to-End Lineage : &
A 5 e g 76 o

Control Costs With
Optimization -
Recommendations
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Our Vision of Complete Data Observability

Cost & Usage

Pipeline Health

Data Quality

Is the data infrastructure healthy?

Clusters and warehouses running without
issue and with enough capacity

Is cost & data usage as expected?

Pipeline & warehouse query costs, is data
from expensive pipelines being used?

Are there data processing
issues?

Ingestion & transformation job
errors, latency spikes

Is there a problem with the
data?

Freshness, Volume, Schema, Lineage
Distribution

¥ pATADOG 15



Our Vision of Complete Data Observability

Is there a problem with the
Data Quality data?

Freshness, Volume, Schema, Lineage

Distribution
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Is there a problem with the data?

Anomaly detection that learns from your data — flagging issues before stakeholders do

o e 4 .
& Monitors Status

[awcxr TR w_— -y B Feier Casingl SR
[Raw Landing Zone] Freshness ‘! ! !{\
onitor ator for | BF0aITESA01 6 = | | v pagments w | | rew T | | B v - - Bh  May 19, 11:27 pen - May 20, 7:25 ar |

° ML-powered anomaly detection

Learns from your data and surfaces silent

PRR—— s E failures early
—~ ase ot whare 4 * Freshness
« Volume
N e
« Schema

* Distribution
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Is there a problem with the data?

End-to-end lineage to assess blast radius and pinpoint root causes

Lq Data Observability VEViEw Monitor Datasers Queries  Lineage  Schema Chang CIN £ Sestings

select [IDS0)  Aryassel =  raw orders 1w Past 1 'Week a v M m ] g _}
L | :

- D End-to-end lineage
T — e | | gy s Pinpoint root cause and blast
11465k rows - radius in minutes
o * Trace an issue upstream to
o its source

shapist Snowllake - . Exeg

- See every downstream table
and dashboard affected
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Components of Data Observability

Pipeline Health

Data Quality

Are there data processing
issues?

Ingestion & transformation job
errors, latency spikes

Is there a problem with the
data?

Freshness, Volume, Schema, Lineage
Distribution

¥ batADOG
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Are there data processing issues?

I [ I I 0
01 02 03 04
Extract Transform Load Deliver

Sources arrive late or
partial. Seeing it here
stops gaps before they
spread.

Logic breaks or slows.
Seeing it here ties errors
to the exact step.

Jobs fail or stall. Seeing
it here flags gaps before
tables go stale.

Dashboards and models
use the output. Seeing it
here shows who is
affected.
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Are there data processing issues?

Catch ingestion and transformation failures the moment they happen

[Q Data Observability =~ Catalog ~ Monitors  Datasets  Jobs  Queries  Lineage  Schema( [ shopist Raw Hourly > shopist_raw_hourly > trace id 5376788162787839752 [4 X

oo 26m19s  May 14 23:00:48 20d ago) A Airflow UI 2
Select m Any asset *  raw_orders
Trace: Tasks Flame Graph Waterfa Span List 23
[¥] Show Controls -
Errors o Color by  Service - Hide Legend |2}
625m 26.25833333 m % Exec Time
PR

<o ¥

I shopist_raw_hourly ELRE [ shopist_raw_ho...  100% [

B shopist_raw _h.. =0.1%

@ shopist_raw_h... =0.1%
raw « prod « syb97044. us-east-1

B shopist_raw_hourly.q...
raw_orders

X shopist_raw_hourly . " Table + 5 Columns | ANCHOR IS
Dag » 1 Task o > —— H stgo. p a |l @
b = || &
123.77k rows
env: iceberg-test-v3-mwaa
u Shopist Raw Hou... % girflow.... @ insert_raw_supp... } @ 977ms  <0.1% total exectime [
Span: Overview Errors 3 Logs 14

A m Shopist Raw Hourly insert_raw_support_tickets
Pretty | Raw  Investigate With Bits Al [t ]
ZeroDivisionError: division by zero

Traceback (most recent call last):

Show 5 third-party frames

File “dags/shopist_raw_hourly.py™, line 87,

in transform_metrics
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Components of Data Observability

Cost & Usage

Pipeline Health

Data Quality

Are cost & data usage as expected?

Pipeline & warehouse query costs, is data
from expensive pipelines being used?

Are there data processing
issues?

Ingestion & transformation job
errors, latency spikes

Is there a problem with the
data?

Freshness, Volume, Schema, Lineage
Distribution

¥ bATADOG 27



Is cost and usage as expected?

Data costs grow quietly, one job and one query at a time

— / \

Know what drives spend Spot inefficiency Match cost to value
Which jobs, queries and Runaway queries, oversized Whether data from
warehouses account for the compute and slow jobs that expensive pipelines is
bill, and how that changes cost more than they should. actually used by anyone

over time. downstream.
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Is cost & usage as expected?

Surface expensive jobs and queries with code changes to improve performance

ﬂa Data Observability Overview Monitors Datasets Jobs Queries Lineaq  patabricks job  Skew <[> Code Created May 15, 11:56am  FORREVIEW ~ & X
PREVIEW

Overview Recommendations . : ‘s

Fix data skew in user join

Est. Monthly Savings Est. Avg Run Duration
Salt user_id=0 hot key across 100 buckets to eliminate 4.3 GB
. . ) . ' e of | ) $27,938.87 40%N  4m29s 40%
For Review 5 Reviewed 1 Resolved O Ignored 5 skewed join partition causing 174s of idle wait '
(5984718 £41,908.31) Frr28s

lDFI -Customer-revenue

Est. Annual Savings Est. Monthly Savings

0]
- $1.1M $93.2K v Summary

o T This job suffers from severe data skew: 80% of event rows (400M) share a single user_id = @, funneling 4.3 GB into

Resource Type Change Type 5 e
; g - 4 g - & ' - one 5ortMergejoin partition while healthy partitions process ~60 MB each. The skewed stage dominates runtime at
187s out of 217s of Spark compute, spilling 2.73 GB to disk. Salting the hot key across 100 buckets distributes the

Showing 1-5 of 5 recommendations load evenly and is expected to cut Spark compute time by ~75%, reducing monthly costs by 46%-$0.09),

STATUS RESOURCE TYPE RESOURCE I55UE
» Diagnosis
FOR REVIEW ~ Databricks Job £ top-CUStOMmer-revenue Skew  </* Code
*~ Recommended Change
Salt the hot key so the 400M rows are distributed across 100 partitions instead of one. Each hot-key event gets a
FOR REVIEW -~ Databricks job €2 purchase-revenue-by-segm.. Serde overhead  </» Code random saltin [@, 188), while non-hot events get salt = 8. The users dimension table replicates the hot-key row
across all 100 salts. The join then operates on (user_id, salt), spreading the load evenly.
data-observability/jobs/recs-hub-demo/variants/skewed_keyrbefore. py
1 import time 1 import time
FOR REVIEW ~ Databricks job &2 user-enrichment-by-segment Redundant compute <[> Code 2 2
3 from pyspark.sql import SparkSession 3 from pyspark.sql import SparkSession
4 from pyspark.sql import functions as F 4 from pyspark.sql import functions as F
5 5
6 HWUM_EVENTS = 588_s@a_sae 6 HUM_EVENTS = 588_880_888
FOR REVIEW ~ Databricks Job £ daily-revenue-by-segment Shuffle  </* Code 7 HUM_USERS = 1_8@8_sea 7 NUM_USERS = 1_gea_see
B NUM_SEGMENTS = 18 B NUM_SEGMENTS = 18
9 HOT_KEY = @ 9 HOT_KEY = @




Components of Data Observability

Cost & Usage

Pipeline Health

Data Quality

Is the data infrastructure healthy?

Clusters and warehouses running without
issue and with enough capacity

Is cost & data usage as expected?

Pipeline & warehouse query costs, is data
from expensive pipelines being used?

Are there data processing
issues?

Ingestion & transformation job
errors, latency spikes

Is there a problem with the
data?

Freshness, Volume, Schema, Lineage
Distribution
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Is the data infrastructure healthy?

Every pipeline depends on the compute and storage underneath it

= % @

(oo =]
Availability Capacity Contention
Whether clusters and Whether there is enough Whether workloads are
warehouses are up and headroom for peak competing for the same
responding when jobs need workloads, without paying resources and slowing each
them. for idle resources. other down.

¥ bATADOG



Is the data infrastructure healthy?

Optimize infrastructure with actionable recommendations

ﬂzci Data Observability Overview Monitors

DATABRICKS CLUSTER  over_provisioned_cluster [J & A

Explorer Recommendations
- Databricks Console dbxopx nstance_type:m5d.dxlarge cluster_id:0926-124335-tsawl7f0  workspace:datadog-test workspace_url:https://dbc-58a...  +5
© Some Databricks jobs don't have the Agent installed on th
OP RECOMMEMDATIOM
~~ Downsize Databricks cluster worker nodes to m5d.2xlarge to save $563/mo Save 25% v
42 ALERT Monitors 9 Jobs with fail
Monthly Cost $2.27K — $1.71K Max CPU usage is less Worker Max CPU Usage Ty s
than 45%
BATCH JOBS (23) STREAMING JO Instance Type mb5d.4xlarge —* m5d.2xlarge R o
$122?Eﬂ 1% A $5.33 3% Max memory usage is : 30 day evaluation window E
Infrastructure Cost $330 — $252 less than 45% 40, :
AVG CLUSTER CPU Databricks Cost $1.94K —» $1.46K 20 " ;
100 : |
CPI 16 Cores —> 8 Cores :
50 . 3
V=W [y Wyt VAR Memory 64.0 GIB = 32.o0GiB Apr s May3 May 10 May 17
OF = = e
May 06200 12:00 18:00
EPU Utilization Remediate Triage
NEXT STEPS —» - -
& Configure in Databricks OPEN - 4 Create Jira Issue [ Create Case
B3 All Platforms (15) - Showing 1-15 of 15 Clust
TVFE NAME | \L.TERMNATIVE RECO NDATIOMS
over provisioned cluster sSTO



POLL

Which area would help your team most, first?
a) Data quality
b) Pipeline health
c) Costand usage

d) Infrastructure
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Live demo

Data Observability in action
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Key takeaways

'

Al raises the stakes

Al is changing what's asked
of your data.

Tools fall short

Existing tool sets make
reliable pipelines hard to
maintain.

9

One place to fix it

Detect, resolve and optimize
data issues before they
cascade downstream.

¥ bATADOG



Catch bad data before it
reaches your Al models,
dashboards and customers.



Get started today

&
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Book a demo for Data Observability
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